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Numerical Methods for Isosurface Volume
Rendering

Robert Hagan*, Colin Braley*

Abstract—Isosurface volume rendering is an effective technique
used to visualize and interact with three-dimensional datasets in
scientific and medical applications. This algorithm has several steps
that utilize numerical methods, including calculation of ray-isosurface
intersections and surface normals. When choosing a specific tech-
nique for these steps, crucial factors for consideration include the
computational expense, visual quality, and accuracy in representing
the original data. Furthermore, the optimal method in our case must
create real-time visualizations by executing effectively on the GPU
in parallel. This paper presents several techniques used in volume
rendering, the advantages and disadvantages of each, and presents
possibilities for future work and improvements.

Index Terms—volume rendering, trilinear interpolation, La-
grange interpolation, finite difference

I. BACKGROUND

Isosurface volume rendering is an effective tool to create
2D visualizations for large 3D datasets. An isosurface is a 3D
surface representation of all points with equal density values
in the dataset. The resulting image can be used to visualize
and interact with surface of a specific density. For example,
datasets from MRI and CT scans in medical applications
can be processed with volume rendering to visualize higher
densities such as bone or lower densities such as skin. These
visualizations can be useful to find and analyze properties and
problem areas such as tumors in a body scan.

The volume rendering algorithm consists of several steps
to create the visualization of an isosurface of a target density
in the dataset. The final goal is to find the intersection of
viewing rays with the continuous field of the isosurface by
solving p(x, y, z) − isoV alue = 0, where p : R3 → R is a
function of the density value over the dataset and isoValue is
the target density value. Finding these intersections allows a
2D image to be created from the original 3D dataset.

The datasets are large, discretely sampled grid of data made
up of voxels, or rectangular boxes of eight data points. The
algorithm begins by casting a ray through each pixel in the
screen to find a potential intersection with the isosurface of
a desired density. Since calculation of each ray-isosurface
intersection is completely independent from the other rays,
our technique computes each in parallel on the GPU. We
adapt our algorithms to be optimized to run on the GPU using
NVIDIA CUDA, a C framework for parallel execution of code
on the GPU. If a ray intersects the dataset, the algorithm then
performs voxel traversal to step through the dataset one voxel
at a time, as described in [Amanatides87]. At each voxel
the method performs a test to see if the isosurface may be
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contained in the voxel. If the isosurface is in the voxel, one of
the intersection algorithms presented later in this paper uses
interpolation to calculate the intersection of the ray with the
isosurface. The algorithm then calculates the surface normal
with a central difference and then applies Phong shading to
compute color using the surface normal to characterize lighting
at that point. The complete algorithm is presented below:

Algorithm 1 General isosurface Raycasting
For each pixel, cast a ray through pixel to return a color:
1. Bounding box intersection between ray and dataset
2. If ray missed dataset, return miss color
3. Voxel traversal: step through dataset one voxel at a time

a. Advance to next voxel that is hit by ray
b. Get Range of density at entry and exit of ray in voxel
c. If target density is not in Range, goto a.
d. Intersection algorithm to find intersection point
e. Calculate normal with central difference
f. Calculate color with Phong shading

Figure 1. A ray is cast through the image plane and into the isosurface

Trilinear interpolation is used to approximate the density,
p(x, y, z) at an arbitrary 3D location within a voxel, and it is
used in ray-isosurface intersection techniques. The formula for
trilinear interpolation is derived from Lagrange interpolation
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of three variables. The 1D Lagrange interpolant of density p
through (xi, pi) is:� ∑ =
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For n=1, Li(x) is linear. This can be extended to three

dimensions to compute the 3D Lagrange interpolant through
(xi, yj , zk, pijk):� ∑∑∑ ===
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For a single voxel, this becomes:

P1(x) = p000 ((x-x1)/(x0-x1)) ((y-y1)/(y0-y1)) ((z-z1)/(z0-z1)) +
p100 ((x-x0)/(x1-x0)) ((y-y1)/(y0-y1)) ((z-z1)/(z0-z1)) +
p010 ((x-x1)/(x0-x1)) ((y-y0)/(y1-y0)) ((z-z1)/(z0-z1)) +
p001 ((x-x1)/(x0-x1)) ((y-y1)/(y0-y1)) ((z-z0)/(z1-z0)) +
p110 ((x-x0)/(x1-x0)) ((y-y0)/(y1-y0)) ((z-z1)/(z0-z1)) +
p101 ((x-x0)/(x1-x0)) ((y-y1)/(y0-y1)) ((z-z0)/(z1-z0)) +
p011 ((x-x1)/(x0-x1)) ((y-y0)/(y1-y0)) ((z-z0)/(z1-z0)) +
p111 ((x-x0)/(x1-x0)) ((y-y0)/(y1-y0)) ((z-z0)/(z1-z0)),

where pijk is the density at the ijk corner of the voxel, (x, y, z) is
the arbitrary location in the voxel, and {[x0,x1],[y0,y1],[z0,z1]} are
the dimensions of the voxel.

The function pijk interpolates the value at each corner of
the voxel and provides a method to approximate the density
at an arbitrary point within the voxel. The above equation
is equivalent to the following after normalizing a voxel to
[0, 1], a unit cube. This reduces the number of division and
multiplication operations:

P1(x)= p000(1-x)(1-y)(1-z) + p100x(1-y)(1-z) +
p010(1-x)y(1-z) + p001(1-x)(1-y)z + p101x(1-y)z +
p011(1-x)yz + p110 xy(1-z) + p111xyz

Figure 2. Trilinear interpolation

II. COMPARISON OF ALGORITHMS

A. Neubauer’s Repeated Trilinear Interpolation

Neubauer’s repeated trilinear interpolation is a method that
finds the intersection point of the ray with the isosurface
in the voxel by using the bisection method with trilinear
interpolation as the evaluated function [Marmitt04]. Thus, it
uses a root-finding method to find the point where F (x, y, z)−
isoV alue = 0.

Algorithm 2 Neubauer’s Repeated Trilinear Interpolation
//Check if isosurface is within cell
if not[( pin ≥ piso ∧ pout ≤ piso) or ( pin ≤ piso ∧ pout ≥
piso)] :

return MISSED
else: //isosurface hit

//Now we will do some bisections
numBisections = 5
for n = 0 to numBisections do:

thalfway = tin+ tout−tin

2
inPoint = rayGetPointAt(R , thalfway )
halfwaySample = voxelDataSampleTrilinear( textureData

, inPoint )
isoTol = 1.0 ∗ 10−6;
if‖halfwaySample− piso‖ < isoTol :

//We found the iso-value
return rayGetPointAt( worldRay , halfWay );

else if halfwaySample > piso:
if pout > pin:

tout = thalfway//move left
elseif :

tin = thalfway //move right
endif

else if halfwaySample < piso:
if pout > pin:

tin = thalfway //move right
else:

tout = thalfway//move left
endif

endif
endfor

endif
return rayGetPointAt( R , tin + tout−tin

2 )

The bisection method is applied to the ray segment con-
necting the in- and out-intersection points of the ray with the
voxel. The ray segment is recursively halved in each iteration.
If the density value from trilinear interpolation is greater than
the iso-value, then the next iteration continues on the lesser
interval. If the opposite is true, then the algorithm continues on
the greater interval. The bisection method converges reliably
unless there are multiple isosurfaces in the voxel, in which
case the incorrect root may be found. Neubauer’s method
can produce fairly accurate images, but it requires many
multiplications due to repeated trilinear interpolation and it
can also fail to find the correct intersection. It does not find
the first and correct intersection point if the ray intersects the
isosurface multiple times in the voxel.
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This method has minimal computational cost on the GPU
since trilinear interpolation is implemented on the GPU hard-
ware. Accuracy can be a concern, but with a sufficient number
of bisections the intersection point is reasonably accurate.
Root-finding methods other than biscection could also be
explored. Newton’s method can fail to find the root if it is
too far from the initial value and thus may not be suitable
without adaptation.

B. Parker’s Polynomial Method based on Lagrange interpo-
lation

This method uses the same bisection method as Neubauer’s,
but it first calculates the coefficients of a cubic polynomial
to replace the expensive computation of trilinear interpo-
lation [Parker98]. The method reduces solving p(x, y, z) −
isoV alue = 0 using trilinear interpolation to solving a cubic
polynomial parametric in one variable, t, of the ray. After the
coefficients of the polynomial are calculated, this approach
finds the ray-isosurface intersection more efficiently by repeat-
edly evaluating the cubic polynomial at t instead of evaluating
the trilinear interpolant at (x, y, z). Evaluation of the cubic
polynomial requires few divisions and multiplications when
compared to trilinear interpolation:� 02^3^ =+++ DCtBtAt

The form of the Lagrange interpolating polynomial looks
the same as in the case of trilinear interpolation:� ∑∑∑ ===
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This allows us to easily solve for the coefficients A, B,
C, and D in order to produce a cubic polynomial that is
an alternative to repeated trilinear interpolation. Once the
algorithm calculates the coefficients of the cubic polynomial,
it then isolates the roots and finds the single, correct root by
repeated evaluation of the cubic polynomial [Marmitt04]. The
algorithm isolates the roots by using the first derivative of
the polynomial to calculate the extrema. It then calculates
the correct interval of the ray with respect to the extrema
of the derivative of the function by comparing the sign of
density value at the roots to the sign of the density value at
the entrance point. Once the method finds the interval that
contains the correct root, it uses the bisection method to find
the root using repeated evaluation of the cubic polynomial,
as with Neubauer’s method. This method always succeeds
by finding the first root of the intersection of the ray with
the isosurface. This algorithm also avoids repeated evaluation
of trilinear interpolation, which requires many floating point
operations. However, trilinear interpolation is implemented on
the GPU, so in our tests this method did not result in faster
computations than Neubauer’s repeated trilinear interpolation.

C. Surface Normals

The surface normal is the vector perpendicular to the surface
at a point, and it is used in Phong shading in order to show
correct lighting at each point on the isosurface.

A central difference can be used to sample values at distance
h in each direction from the point in question. It gives an
approximation of the gradient at that point which can be used
for the surface normal. We first implemented a three-point
formula with error term O(h2):�
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and ξ lies between x0 and x0+2h.

We then implemented a higher order central difference to
obtain a higher degree of smoothness and still remain accurate
to the underlying data. This formula reduces the error to O(h4)
and uses more data points to improve visual quality:�
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and ξ lies between x0 and x0+2h .

III. RESULTS

We recorded results for several tests using intersection
algorithms presented in this paper. This data included the
average rendering time for one frame for a 500 by 500
pixel image from several camera positions (see Table 1).
Tests were performed on Windows XP operating system. To
maintain interactive navigation of datasets with acceptable
visual accuracy, six bisections in the intersection method
provided the optimal tradeoff between quality and speed in
our results (see Figure 4, Table 1). More bisections provides
little improvement in smoothness and visual quality and can
considerably increase rendering time.

Figure 4. The tradeoff between bisection iterations and frames per second
(FPS) when using the GPU
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Figure 3. A Few examples of isosurface ray-casting

Table I
RENDERING TIME FOR ONE FRAME IN MILLISECONDS FOR SEVERAL

DATASETS

Bonsai Teapot Bucky Ball
Midpoint (1 bisection) 82 55 13

Neubauer’s (2 bisections) 82.5 55 13
Neubauer’s (4 bisections) 82.5 56 13.5
Neubauer’s (6 bisections) 83 57 14
Nubauer’s (10 bisections) 85 58 14
Nubauer’s (20 bisections) 91 63 15
Nubauer’s (60 bisections) 116 82 26
Nubauer’s (100 bisections) 144 101 39

IV. CONCLUSIONS

Our analysis shows various advantages and disadvantages
for existing numerical techniques for isosurface volume ren-
dering. Several factors for consideration include computational
speed, visual quality, and accuracy. Neubauer’s repeated tri-
linear interpolation was the most effective method for our
situation since trilinear interpolation is implemented on GPU
hardware. On the CPU, however, Parker’s polynomial method
would offer an advantage since it requires fewer multiplica-
tions and divisions in the evaluation of its cubic polynomial
as an alternative to trilinear interpolation. We found that
by reducing the computation time for each iteration of the
algorithm, more iterations could be computed to provide a
more accurate result.

Other extensions to the intersection algorithm could include
the use of splines that would utilize more data over several
voxels. This would increase the smoothness of the final image
by using these extra datapoints and reduce oscillations in
calculations using interpolation. Further experimentation with
techniques to calculate surface normals could yield a more
effective derivation to achieve a higher degree of smoothness
and accuracy.
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